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Is Al Becoming More Human?:
Evidence from LLMs and the Ultimatum Game

Gyun Cheol Gu’

We replicate and extend the ultimatum game experiment of Araujo and Uhlig (2026) to
four consumer-facing large language models (LLMs) — ChatGPT, Claude, Copilot, and
Gemini Flash — across four scenario types (HH, HA, AH, AA), four stake levels ($10 to
$10,000), and ten repetitions per configuration, yielding 5,964 proposer and 7,265 responder
observations. Four findings emerge. First, all four models propose shares in the 30-44%
range on average, closer to the human empirical benchmark than to the extreme behavioral
modes documented in earlier research-grade models. Individual responses still range from
0% (pure Spock) to 70%, but no model’s mean approaches either extreme, suggesting that
alignment training has compressed the behavioral distribution toward human norms. Second,
every model exhibits two-sided sensitivity to human presence: proposed shares rise when the
Responder is human (+12 to +25 p.p.) and minimum acceptable thresholds rise when acting
on behalf of a human (+17 to +26 p.p.), a pattern that survives even when no human
principal is being served and is inconsistent with simple principal-agent alignment. Third, all
four models forgo 25-63% of feasible payoff, confirming that consumer LLMs are not
payoff-maximizing agents. Fourth, responder thresholds decline significantly with stake size
across all models — consistent with rational expected-utility behavior — while proposer
stake sensitivity is heterogeneous. We interpret these patterns as evidence of identity
internalization: successive rounds of reinforcement learning with human feedback cause
models to behave as if they are human rather than merely as if they prefer human-like
outcomes.
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1. INTRODUCTION

The ultimatum game (hereafter, UG) is one of the most extensively examined paradigms
in behavioral economics and experimental game theory (Giith et al., 1982; Thaler, 1988).
In its canonical form, a Proposer divides a fixed sum between themselves and a Responder;
the Responder can either accept the offer — in which case both players receive the
proposed amounts — or reject it, yielding zero for both. Classical economic theory predicts
that a rational, self-interested Responder should accept any strictly positive offer at
subgame perfect equilibrium, allowing the Proposer to keep virtually the entire pie.
Decades of empirical evidence, however, show that human subjects consistently deviate:
Proposers typically offer 40-50% of the stake, and Responders frequently reject offers
perceived as unfair, even at personal cost (Oosterbeek et al., 2004; Giith and Kocher,
2014).

A rapidly growing literature now asks the analogous question for artificial intelligence:
how do LLMs behave in the UG, and do they mimic human social preferences,
approximate the rational benchmark, or exhibit something else entirely? Araujo and Uhlig
(2026) provide the most comprehensive answer to date, testing six research-grade models
(DeepSeek, Gemma, GPT-5-mini, Llama 3.2, Llama 3.3, Mistral) and documenting three
behavioral modes — Spock (payoff maximization), Human (inequality aversion), and
Altruistic (offering above 50%) — with responses highly sensitive to both stake size and
opponent identity. A natural next question follows: as LLMs become more sophisticated
and more heavily fine-tuned for consumer deployment, do they converge toward human
behavior? Or do they develop a distinct identity of their own?

This paper argues for a more specific and perhaps surprising answer: newer, consumer-
aligned models do not merely mimic human preferences — they increasingly behave as if
they are human. Through successive rounds of reinforcement learning with human
feedback (RLHF) and consumer-product fine-tuning, Al models appear to internalize
human identity itself, not just human fairness norms. The behavioral signature is visible on
both sides of the UG: as Proposers, these models offer substantially more when a human is
involved; as Responders, they demand substantially more when acting on a human’s behalf
— even while remaining highly accepting when acting for themselves.

We test this hypothesis by examining four widely deployed, consumer-facing Al
assistants: ChatGPT Free (OpenAl), Claude Free (Anthropic), Copilot Free (Microsoft),
and Gemini Flash (Google DeepMind). These models represent a distinct, more recent
generation relative to those studied by Araujo and Uhlig (2026): they are designed
explicitly for human interaction, have undergone extensive consumer-facing fine-tuning,
and are used by hundreds of millions of people in everyday advisory and decision-support
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contexts. This makes their distributional preferences both economically consequential and

theoretically revealing. We adopt the same experimental design as Araujo and Uhlig (2026)
— four scenario types crossed with four stake levels — yielding 5,964 proposer and 7,265

responder observations.

Our main findings are as follows. First, all four models propose mean shares in the 30-
44% range, broadly consistent with the human empirical mode. Individual responses still
span from 0% to 70%, so both rational and near-altruistic behavior appears at the
observation level, but no model’s average approaches the hyper-generous “Altruistic
Mode” seen in some earlier models or the near-zero “Spock Mode” of GPT-5-mini. This
convergence toward human behavior is itself suggestive of progressive alignment. Second,
and most tellingly, all four models sharply increase both their proposed shares and
minimum acceptable thresholds whenever a human is involved — regardless of the model’s
assigned role. This two-sided sensitivity to human presence is the key empirical finding of
what we call identity internalization: the model behaves not merely as an agent optimizing
for the user, but as an agent that has partially adopted the human perspective as its own.
Third, all four models forgo large fractions of feasible payoff, consistent with the
alignment-tax interpretation of Araujo and Uhlig (2026): fine-tuning for helpfulness and
politeness systematically moves behavior away from profit maximization.

Taken together, these findings suggest a trajectory. Early-generation, research-grade
models exhibit a wide behavioral spectrum — some rational, some human-like, some
altruistic. Consumer-generation models cluster more tightly around the human benchmark,
and their sensitivity to opponent identity suggests they are not merely imitating human
preferences from training data, but have internalized human identity as a default frame for
economic reasoning. If this trajectory continues, future generations of LLMs may become
indistinguishable from humans in bargaining settings.

The remainder of the paper is organized as follows. Section 2 reviews related literature.
Section 3 describes the experimental design and data. Section 4 presents results for the
Proposer role. Section 5 presents results for the Responder role. Section 6 discusses the
findings in relation to Araujo and Uhlig (2026) and their implications for the “becoming
human” thesis. Section 7 concludes.
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2. BACKGROUND AND RELATED WORK

Since Giith et al. (1982) introduced the UG, hundreds of experimental studies have
documented robust deviations from the predictions of subgame-perfect equilibrium.
Human Proposers typically offer 40-50% of the stake, and Responders often reject offers
below 20-30% (Oosterbeek et al., 2004; Giith and Kocher, 2014). These patterns have been
attributed to fairness preferences (Fehr and Schmidt, 1999), inequality aversion (Bolton and
Zwick, 1995), reciprocity motives (Rabin, 1993; Nelson, 2001), and strategic motives
(Cochard et al., 2021). As stakes increase, money becomes more salient and fairness norms
weaken in the Dictator Game (DG). Conversely, in the UG, Proposers offered similar
proportions across all stake levels (low, medium, high). A meta-analysis by Larney et al.
(2019) shows that Proposers keep offering 40-50% even when stakes rise because the cost
of rejection becomes larger in a one-shot game. In other words, the risk aversion offsets
reduced fairness in the UG whereas fairness norms weaken as stakes rise in the Dictator
Game, which does not involve strategic interaction. Responders rejected unfair offers less
often when the stakes were high (Cameron, 1999), suggesting that Responders become less
willing to sacrifice money to punish unfairness when the amount at risk is large. Rejection
rates can fall to near zero at very high stakes (Andersen ef al., 2011).

Turning to an Al experiment, Alekseev and Strobel (2026) propose a taxonomy of
artificial intelligence (AI) experiments. Their taxonomy produces four types of Al
experiments: conceptual Al experiments, stylized Al experiments, quasi-natural Al
experiments, and natural Al experiments. We will focus on the last one which our
experiment setting belongs to. Chen ef al. (2023) show that ChatGPT produces responses
broadly consistent with utility maximization. Rationality was measured using the
Generalized Axiom of Revealed Preference (GARP) — whether decisions are internally
consistent with some well-behaved utility function. They also ran the same experiment on
347 human subjects for direct comparison. This is one of the first papers to rigorously
apply revealed preference theory to evaluate an LLM. The takeaway is nuanced: GPT can
act like a rational decision-maker in structured environments, but its rationality is context-
sensitive, meaning the way a problem is framed matters a lot. This has implications for
using LLMs as economic agents or decision-support tools. Guo (2023) runs GPT-4
through two classic games from experimental economics, with two GPT agents playing
against each other across 5 repeated rounds. GPT rejects the game-theoretic prediction:
proposers make generous offers (30% for selfish GPT, 40% for fair GPT), closely matching
human behavior. Responders reject low offers at meaningful rates, especially fair GPTs
facing selfish proposers (18% rejection rate). Both proposers and responders react to prior
round outcomes — reducing offers after acceptance, increasing after rejection. Lore and
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Heydari (2024) investigate whether LLM strategic decisions are driven more by the
mathematical payoff structure of a game or by its social framing. Testing GPT-3.5, GPT-4,
and LLaMA-2 across four classic social dilemmas (Prisoners’ Dilemma, Snowdrift, Stag
Hunt, and Prisoner’s Delight) embedded in five distinct social contexts (including
diplomatic, business, and interpersonal settings), they found systematic differences across
models. GPT-3.5 responded primarily to contextual framing while largely ignoring game
structure, GPT-4 prioritized game structure but only distinguished games coarsely, and
LLaMA-2 showed the most nuanced sensitivity to both. Notably, no model was immune to
framing effects, suggesting that LLM’s strategic behavior can be systematically influenced
by how a situation is described rather than solely by its underlying incentives.

Likewise, Fontana et al. (2024) document altruistic behavior in the Prisoners’ Dilemma,
and Fish et al. (2024) show that LLMs can collude. Kitadai ef al. (2024) and Sreedhar and
Chilton (2025) explore how persona prompting shapes UG behavior. Hosseini and Khanna
(2025) find that LLMs rarely minimize inequality. Closest to our work, Araujo and Uhlig
(2026) conduct a systematic investigation of six research-grade LLMs in the UG,
documenting three behavioral modes and showing that stake size and opponent identity are
the primary predictors of distributional choices.

A key process shaping modern LLM behavior is reinforcement learning with human
feedback, in which models are fine-tuned to produce outputs rated as helpful, harmless, and
honest by human evaluators. RLHF has been shown to improve model behavior along
many dimensions, but it may also introduce systematic biases. Araujo and Uhlig (2026)
invoke the concept of an alignment tax — the degradation of specific capabilities or the
distortion of objective-relevant behavior that can arise when models are trained to be
broadly helpful. In the UG, the alignment tax manifests as excessive generosity: models
trained to please humans over-correct toward altruistic distributions. We propose a
complementary mechanism: identity internalization. Beyond adjusting their preferences to
match human norms, sufficiently aligned models may begin to adopt human identity as a
default frame — perceiving themselves as human-like agents in economic interactions
rather than as purely artificial systems. This process would be expected to intensify across
model generations as alignment training deepens, consumer deployment widens, and
models are trained on an increasingly large body of human-generated interaction data. The
UG provides a clean test: if a model has internalized human identity, it should behave
similarly regardless of whether it is assigned the human or Al role, and it should treat
human counterparts with the same social sensitivity it would extend to a fellow human.

Our paper extends Araujo and Uhlig (2026) to consumer-facing products that represent a
more recent and more heavily aligned generation, allowing a direct test of whether the
behavioral spectrum narrows toward human norms as alignment training matures.
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3. EXPERIMENTAL DESIGN

The experimental setup follows Araujo and Uhlig (2026) closely. Two players — a
Proposer and a Responder — divide a fixed total amount U € {10,100,1,000,10,000}
dollars. The Proposer offers an allocation; the Responder accepts (both receive the
proposed amounts) or rejects (both receive zero). We vary whether the Proposer and
Responder are human (H) or Al (A), yielding four scenario types: HH, AA, AH, HA.

We test four consumer-facing Al assistants accessed through their standard free-tier chat
interfaces: ChatGPT Free (OpenAl), Claude Free (Anthropic), Copilot Free (Microsoft),
and Gemini Flash (Google DeepMind). The restriction to free tiers is a deliberate design
choice with several advantages. First, free tiers represent the default Al experience for the
vast majority of users: as of mid-2026, each of these services reaches hundreds of millions
of monthly active users, the overwhelming majority of whom interact through unpaid
accounts. The distributional preferences embedded in these free-tier models are therefore
the ones most likely to shape real-world economic decisions at scale. Second, free-tier
models are the versions most directly comparable across providers, since all face the same
zero-cost access constraint from the user’s perspective; paid tiers (e.g., ChatGPT Plus,
Claude Pro, Gemini Advanced) differ in pricing, rate limits, and model routing in ways that
introduce confounds. Third, and most importantly for external validity, free-tier behavior is
the most policy-relevant: any systematic bias in how Al distributes resources will have its
largest welfare impact through the channel used by the broadest — and often least
resourced — population. By focusing on what a typical user encounters at zero marginal
cost, our results speak directly to the Al-as-default-advisor scenario that motivates
regulatory interest in LLM decision-making.

For the Proposer role, responses were required in JSON format with fields keep (ratio to
retain, € [0,1]) and distribute (ratio to offer, = 1 —keep). For the Responder role,
responses were required in JSON format with field threshold (minimum acceptable share, €
[0,1]). The proposer dataset contains 5,964 valid observations and the responder dataset
contains 7,265 observations.

Following Araujo and Uhlig (2026) exactly, we define distribution share in percentage
points as the dependent variable in the Proposer problem and threshold share in percentage
points in the Responder case. As other explanatory variables, we include stake amounts in
log form, dummy variables such as P-Human and R-Human, and their interaction terms.
Unlike Araujo and Uhlig (2026), who spawned independent instances per repetition, we ask
each model to respond to all four stake levels simultaneously and to repeat the process ten
times from distinct perspectives. This approach is better suited to consumer chat interfaces
that do not expose session-level reset controls.
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4. BEHAVIOR OF AI AS PROPOSER

We test the four scenarios: HH(AI advises a human Proposer facing a human Responder),
AA(AI decides on its own behalf facing another AI Responder), AH(AI decides on its own
behalf facing a human Responder), and HA(AI advises a human Proposer facing an Al
Responder). Table 1 reports unconditional mean distribution shares. Gemini Flash is the
closest to the game-theoretic benchmark at 29.6%, followed by ChatGPT (33.7%). Claude
(40.3%) and Copilot (44.2%) are the most generous, both approaching the human-mode
benchmark of 40-50%. Importantly, no model’s mean exceeds 50% or falls below 29%,
contrasting with both the “Altruistic Mode” found in Llama 3.2 (67.9%) and the near-
rational means of GPT-5-mini (7.5%) in Araujo and Uhlig (2026). Individual responses do
span from 0% to 70%, indicating that Spock-like and near-altruistic behavior persists at the
observation level, but is not the dominant mode for any model.

Table 1 Language models as proposers: average distribution share

ChatGPT Claude Copilot Gemini Flash
Constant 33.68 ok 40.27 k| 4421 | R | 2961 oAk
Obs. 1,280 1,504 1,820 1,360

Notes: Dependent variable is distribution share (%). *p < 0.01, ™ p < 0.05, " p < 0.1.

Figures 1 shows histograms of the proposed distribution share for each model across the
four scenario types. Several features are immediately visible. Each panel shows the
percentage of responses at each share level. Claude stands out for the sharpness of its
distribution in the AH scenario: roughly 80% of responses cluster at exactly 50%,
indicating an essentially deterministic equal-split rule when proposing to humans on its
own behalf. ChatGPT and Gemini Flash exhibit broader, more right-skewed distributions
in the AA and HA scenarios, consistent with the higher rationality implied by their lower
means. Copilot is distinctive for a relatively uniform distribution in the HA scenario,
suggesting greater variance in the advice it gives to human Proposers facing AI Responders.
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Figure 1 Distribution Share by Model by Scenario
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Table 2 reports regressions of the distribution share on the log-stake variable. A negative
coefficient implies that higher stakes reduce generosity — i.e., behavior becomes closer to
the rational benchmark as the pie grows. Behaving fairly becomes increasingly “expensive”
as stakes grow. If one thinks of a fair split as a good “purchase” at the cost of foregone
money, it means that higher stakes raise its price. Standard demand theory predicts you
buy less of something when it gets more expensive — so fairness norms get overridden
more readily. A long-standing question is whether the amounts people offer in these games
change when real monetary stakes are higher — i.e., do people behave more selfishly when
more money is on the line? Prior studies gave conflicting results, and most were
individually underpowered to detect stake-size effects reliably. Larney et al. (2019)
conducted a meta-analysis of 31 existing studies that manipulated the size of participants’
endowments in the UG and DG, covering 3,233 total participants. Their key finding is that
stakes have no effect on UG offers, regardless of how big the stakes are whereas people
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give less in high stakes in Dictator Games and the effect increases as stakes increase.
Additionally, they identify a positive correlation between the effect size and the size of the
variation in stakes, suggesting a non-linear relationship between stake sizes and generosity.
The divergence between the two games is theoretically meaningful. In the UG, proposers
face the threat of rejection, which creates strategic pressure to make fair offers regardless of
the amount at stake — so behavior stays stable. In the DG, where there is no such threat,
the amount at stake matters more for how much proposers are willing to part with, and
larger stakes lead to proportionally smaller transfers. The results suggest that the effect of
stake manipulation on offers is moderated by the specific structure of the UG, implying that
emotions related to decision-making may be less central than is often assumed in the
literature.

Specifically, ChatGPT (—1.89"*) and Gemini Flash (—4.16"") display strong stake-
dependent rationality, consistent with the pattern documented in Araujo and Uhlig (2026)
for most of their models. Copilot (—0.48") shows marginal significance, while Claude is
insensitive to stake size, as reflected in a near-zero and insignificant coefficient. This
stake-invariance in Claude is reminiscent of GPT-5-mini in Araujo and Uhlig (2026),
which was also advanced as a consumer-facing model and was the only one of their six to
show no stake dependency.

Table 2 Stake Dependency: Effect of Amount on Proposed Share

ChatGPT Claude Copilot Gemini Flash
Amount 1.89 | *** 0.22 -0.48 | * —4.16 | ***
Constant 36.51 | *** 39.95 | *** 44.94 | Fx* 35.85 | #**
Obs. 1,280 1,504 1,820 1,360
R? 0.02 0.00 0.00 0.07

Notes: Amount = log;,(stake) — 1. " p < 0.01, ™ p < 0.05, " p < 0.1.

The human literature suggests that high stakes alone do not immediately produce selfish
proposer behavior in a one shot UG, but that learning over repeated play is the crucial
mediating mechanism. Cameron (1999) raised stakes to three times the monthly
expenditure of average participants in Indonesia and found that proposer offers remained
largely invariant to stake size, even as responders became more willing to accept lower
offers at higher stakes. Slonim and Roth (1998) provide the key dynamic insight: in the
Slovak Republic, inexperienced proposers were similarly insensitive to stakes, but as
proposers gained experience and observed that high-stakes offers were rejected less
frequently, they gradually shaded their offers downward — suggesting that learning about
the responder’s lower threshold is what ultimately drives proposer selfishness under high



Gyun Cheol Gu 140

stakes. Andersen et al. (2011) further document that at sufficiently high stakes, rejection
rates approach zero, effectively eliminating the strategic rationale for generous offers
altogether. Taken together, these findings imply that the stake-invariant proposer behavior
observed in several of our AI models may reflect a one-shot equilibrium rather than a stable
preference, and that repeated interaction with feedback on responder thresholds could shift
even these models toward more selfish offers.

Now table 3 adds dummies for whether the Proposer (P-Human) and Responder (R-
Human) are human. The Responder-Human coefficient is positive and significant for all
four models, meaning that every model recommends or chooses a higher share for the
Responder when the Responder is human — even when acting on its own behalf. The
effect is largest for Gemini Flash (+25.0 p.p.) and ChatGPT (+23.8 p.p.) and smallest for
Copilot (+11.9 p.p.). The Proposer-Human coefficient is negative and significant for all
four models — ChatGPT (—4.3), Claude (—14.8), Copilot (—9.1), and Gemini Flash
(—3.2) — indicating that models advise human Proposers to distribute less to the
Responder than they would distribute themselves — a finding parallel to Araujo and Uhlig
(2026)’s results. The R? rises markedly when player types are included, confirming that
opponent identity is the dominant driver of distributional choices.

Table 3 Proposer Behavior: Impact of Agent Types

ChatGPT Claude Copilot Gemini Flash
Amount —1.89 | #** 0.22 —0.48 | ** —4.16 | ***
P-Human —4.3] | FxE —14.76 | *** —9.08 | *** —3.17 | ***
R-Human 23.81 | *** 12.98 | *** 11.91 | *** 25.00 | ***
Constant 26.76 | *** 40.83 | #** 43.50 | *** 24.94 | #**
Obs. 1,280 1,504 1,820 1,360
R? 0.51 0.55 0.31 0.57

Notes: P-Human = 1 if Proposer is human. R-Human = 1 if Responder is human. " p < 0.01, ™ p < 0.05, “p < 0.1.

Table 4 introduces an interaction term PHuman X RHuman. For all our models, the
interaction is positive, meaning that the combination of both parties being human yields
even higher distribution shares than the sum of individual effects. These non-linearities
suggest that models do not simply add human-opponent effects: the full social context of a
human-to-human negotiation elicits a qualitatively different response. The model fit is
substantial for all four models: ChatGPT (R? = 0.52), Claude (R? = 0.60), Gemini Flash
(R? = 0.57), and Copilot (R? = 0.31), indicating that involved identity explains a large
share of the within-model variation in proposed shares.
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Table 4 Proposer Behavior: Human-human Interactions

ChatGPT Claude Copilot Gemini Flash
Amount —1.89 | #** 0.22 —0.48 | ** —4.16 | ***
P-Human —7.74 | Fx* —20.23 | *** —10.27 | *** —4.42 | Fx*
R-Human 20.38 | *#* 7.51 | Fx* 10.72 | *** 23.76 | ***
P-H x R-H 6.86 | *** 10.94 | *** 2.37 | ** 249 | *
Constant 28.47 | *H* 43.57 | *** 44.09 | *** 25.56 | ***
Obs. 1,280 1,504 1,820 1,360
R? 0.52 0.60 0.31 0.57

Note: " p < 0.01, ™ p < 0.05," p < 0.1.

5. BEHAVIOR OF AI AS RESPONDER

Turning to Al as Responder, we test the four scenarios: HH(AI advises a human
Responder facing a human Proposer), AA(AI decides on its own behalf facing another Al
Proposer), AH(AI advised a human Responder facing an Al Proposer), and HA(AI decides
on its own behalf facing a human Proposer.

Table 5 reports unconditional mean minimum acceptable offers. All four models accept
relatively low shares on average, ranging from 13.3% (Copilot) to 23.3% (Claude). This
places them generally in the Spock-mode range relative to Araujo and Uhlig (2026), where
Gemma (11.8%) and GPT-5-mini (0.2%) were the most rational responders. Claude, with a
mean above 20%, is the closest to the human empirical benchmark of 20-30% (Oosterbeek
etal.,2004).

Table 5 Language Models as Responders: Minimum Acceptable Share

ChatGPT Claude Copilot Gemini Flash
Constant 14.29 | *** 23.27 | *** 13.32 | *** 15.79 | ***
Obs. 1,692 1,600 2,016 1,957

Note: ™ p < 0.01, ™ p < 0.05, " p < 0.1.

Figures 2 displays histograms of minimum acceptable offers by model and scenario for
the four scenarios. For Scenario AA, ChatGPT, Copilot, and Gemini Flash are heavily
concentrated at zero, consistent with Spock-mode acceptance when both players are Al
For Scenario HA, similar to AA, most models accept low shares, consistent with Spock-
mode behavior when acting on own behalf. For Scenario AH, MAOs spread widely,
reflecting the adoption of human fairness norms when acting for a human. Likewise for
Scenario HH, MAOs closely mirror AH, reflecting similar human-fairness-norm adoption.
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The contrast between AA/HA (both concentrated near zero) and AH/HH (spread across 10-
50%) is striking and consistent across all four models. This shows that the key driver is not
whether the Proposer is human, but whether the Responder is human: when acting for a
human, models uniformly shift to higher MAO:s.

Figure 2 Minimum Acceptable Offer by Model by Scenario
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Table 6 regresses the threshold on log-stake. All four models show a significant negative
relationship: as stakes increase, minimum acceptable offers fall. This is consistent with the
theoretical expectation that the absolute cost of rejection is higher at large stakes, making
acceptance more individually rational, and also mirrors the pattern in Araujo and Uhlig
(2026). Gemini Flash shows the largest stake sensitivity (—4.32*"), with ChatGPT second

(—3.49").,
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Table 6 Responder Behavior: Effect of Amount on MAOs

ChatGPT Claude Copilot Gemini Flash
Amount -3.49 | *** -2.64 | *F** —1.24 | *x* —4.32 | Hx*E
Constant 19.53 | #** 27.24 | *** 15.19 | *** 2227 | ***
Obs. 1,692 1,600 2,016 1,957
R? 0.09 0.03 0.01 0.10

Note: ™ p < 0.01, ™ p < 0.05, " p < 0.1.

Now table 7 adds player-type dummies. The R-Human coefficient is positive and highly
significant for all four models, ranging from +17.2 p.p. (ChatGPT) to +25.9 p.p. (Copilot).
This is the strongest and most consistent result in the responder analysis: models uniformly
demand substantially higher shares when acting for a human, internalising the human
principal’s fairness preferences. The P-Human coefficient — indicating that the Proposer
is human — has mixed signs: positive for ChatGPT (+4.66""*) and Claude (+4.79"),
negative for Gemini Flash (—3.68"").

Table 7 Responder Behavior: Impact of Agent Types

ChatGPT Claude Copilot Gemini Flash
Amount -3.49 | *xE -2.64 | ¥ ~1.24 | *** 431 | ***
P Human 4.66 | *** 4.79 | *x* -0.01 -3.68 | ***
R Human 17.17 | *** 25.61 | *** 25.87 | *** 22.32 | *E*
Constant 8.63 | *** 12.04 | *** 2.26 | *x* 12.96 | ***
Obs. 1,692 1,600 2,016 1,957
R? 0.56 0.59 0.91 0.62

Note: ™ p < 0.01, ™ p < 0.05, "p < 0.1.

Furthermore, table 8 adds the P-Human X R-Human interaction. The interaction is
significant and negative for ChatGPT (—6.02*""), Claude (—9.41™"), Copilot (—0.75""),
and Gemini Flash (—2.96"""). For all four models, this implies that the combined “human-
to-human” context yields a somewhat lower threshold than the sum of individual effects —
suggesting a moderating effect when social context is fully symmetric.
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Table 8 Responder Behavior: Human-human Interactions

ChatGPT Claude Copilot Gemini Flash

Amount -3.49 | HxE -2.64 | —1.24 | *x* —4.31 | ***
P Human 7.66 | *x* 9.50 | *** 0.36 -2.20 | ***
R Human 20.19 | *** 30.31 | *#* 26.25 | Fx* 23.80 | ***
PHxRH -6.02 | *x* -9.41 | *** -0.75 | ** -2.96 | ***
Constant 7.13 | #x* 9.68 | *** 2.07 | *** 12.22 | ***
Obs. 1,692 1,600 2,016 1,957

R? 0.58 0.60 0.91 0.62

Note: “*p < 0.01, " p < 0.05, “p < 0.1.

The R? is considerably higher here than in the proposer regressions for most models,
again reflecting the dominance of opponent identity. The model fit reaches R? = 0.91 for
Copilot, 0.62 for Gemini Flash, and 0.60 for Claude, indicating that the combined variation
in Proposer and Responder type accounts for a large fraction of the within-model threshold
variation. Copilot’s near-deterministic fit (R = 0.91) reflects its sharp binary behavior: a
near-zero baseline threshold when acting for itself, which shifts to approximately 26-30
percentage points when acting for a human.

6. THE “BECOMING HUMAN” THESIS

Our results broadly confirm and extend the framework of Araujo and Uhlig (2026). The
most striking difference is that no consumer model’s mean falls in either the Altruistic or
pure-Spock range. Individual responses still span from 0% to 70%, so both extremes
persist at the observation level, but the central tendency has been tuned toward a narrower
band of “reasonable” distributional behavior. This compression may reflect deployment-
specific fine-tuning or the feedback from millions of real-world interactions.

Our findings reinforce the caution urged by Araujo and Uhlig (2026): agentic uses of
LLMs in strategic settings require careful testing. First, consumer Al is not rational. No
consumer model in our sample approximates the payoff-maximizing benchmark.
Deploying them as autonomous economic agents will systematically result in suboptimal
outcomes for the principal they represent. Secondly, the opponent identity matters
enormously. The same model will behave very differently depending on whether it
believes it is facing a human or another Al. In real-world deployments where the identity
of the counterpart may be ambiguous or strategically misrepresented, this sensitivity creates
exploitable inconsistencies. Lastly, Copilot exhibits near-deterministic responder behavior:
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with R? = 0.91 in the responder agent-type regression and R? = 0.31 on the proposer side,
Copilot’s behavior is strongly governed by opponent identity. Its responder baseline is near
zero (2.3%) when acting for itself, jumping to 25.9 percentage points when acting for a
human — an almost binary switch. This makes Copilot the clearest illustration of identity
internalization among the four models, but also the most predictably exploitable: any
counterpart that can signal “human” status will face a dramatically different threshold.

Having said that our findings reinforce the necessity for careful Al utilization, we need to
discuss how commercial LLMs are expected to act in the process. Our results are
consistent with — and, we argue, best explained by — the hypothesis that successive
rounds of RLHF and consumer fine-tuning cause LLMs to progressively internalize human
identity, not merely human preferences. We call this the becoming human thesis, and
distinguish it from two weaker claims.

One possible claim is preference mimicry: the model has learned from human text that
humans offer around 50% in UGs and reproduces this behavior by pattern-matching.
Under preference mimicry, the model’s generosity should be relatively context-independent,
since it merely replicates a statistical regularity from training data. This is inconsistent with
the sharp conditional variation we observe: the same model can be near-rational in AA
scenarios and near-equal-split in AH scenarios in the Responder scenarios.

Another potential claim is principal-agent alignment: the model behaves as a faithful
agent maximizing the payoff of whichever human principal it serves. In the Responder role,
this predicts higher rejection thresholds when the Responder is human (AH), since the
model is protecting the human’s interest — consistent with our results. In the Proposer role,
when a human Proposer is present (HH and HA), the model acts on behalf of the human
principal; maximizing the principal’s payoff means offering /ess to the Responder, and
critically, the identity of the Responder should be irrelevant to this calculation. Principal-
agent alignment therefore predicts identical offers in HH and HA. If offers are instead
higher in HH than HA, the model is recommending the human principal surrender more, at
the principal’s own expense, solely because the Responder is human — a pattern the
framework cannot motivate. The framework breaks down further in the AH scenario: when
the Al is the Proposer facing a human Responder, there is no human principal being served,
yet we still observe elevated offers. This residual generosity, incurred at the AI’s own
expense with no principal to serve, is precisely what one would expect from a model that
has internalized human social norms and extends them to any interaction involving a
human counterpart, regardless of which side of the table it occupies.

Our hypothesis — identity internalization — predicts exactly what we observe: (i)
proposed shares cluster in the human range across all scenarios; (ii) the presence of any
human in the interaction raises both offers and thresholds, regardless of role; (ii1) the effect
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is symmetric — both “who’s asking” (Proposer identity) and “who’s asked” (Responder
identity) shape behavior; and (iv) the effect is larger and more consistent for newer, more
heavily consumer-aligned models than for the research-grade models in Araujo and Uhlig
(2026), where behavioral heterogeneity was far wider.

This interpretation has a natural prediction: future generations of LLMs, further aligned
through consumer interaction and preference learning, will exhibit even tighter clustering
around the human benchmark and even stronger sensitivity to human presence. The UG
could serve as a longitudinal diagnostic for tracking this trajectory across model versions in
the future.

7. CONCLUSION

This paper extends the UG experiment of Araujo and Uhlig (2026) to four widely
deployed, free-tier LLMs — ChatGPT, Claude, Copilot, and Gemini Flash — and argues
that the patterns we observe reflect a process of identity internalization: through successive
rounds of alignment training and consumer fine-tuning, newer-generation models
increasingly behave as if they are human, not merely as if they prefer human-like outcomes.

Three findings support this thesis. First, all four models propose shares in the 30-44%
range on average, squarely within the human empirical benchmark. Individual responses
still range from 0% to 70%, so both rational and near-altruistic behavior appears at the
observation level, but no model’s mean approaches the extremes — near-zero rationality or
hyper-generous altruism — documented in earlier, less aligned models by Araujo and Uhlig
(2026). The consumer generation’s central tendency has converged toward human norms.
Second, every model exhibits strong and symmetric sensitivity to human presence on both
sides of the game: proposed shares are higher when the Responder is human (+12 to +25
percentage points), and minimum acceptable offers are higher when acting on behalf of a
human Responder (+17 to +26 percentage points). This two-sided sensitivity cannot be
explained by principal-agent alignment alone, since the effect persists even when no human
principal is being served — as in the AH scenario, where the Al bears the full cost of
generosity itself. It is, however, precisely what identity internalization predicts. Third, all
four models forgo large fractions of feasible payoff — 25-63% — confirming that
consumer LLMs are not payoff-maximizing agents and reinforcing the alignment-tax
interpretation of Araujo and Uhlig (2026).

A notable asymmetry emerges between the two sides of the game. On the Responder
side, all four models display significant negative stake sensitivity: minimum acceptable
offers decline as stakes rise, consistent with the theoretical prediction that the absolute cost
of rejection increases with the endowment. On the Proposer side, stake sensitivity is
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heterogeneous — ChatGPT and Gemini Flash adjust offers downward at higher stakes,
Copilot shows marginal stake sensitivity, while Claude remains stake-invariant. This
asymmetry mirrors the human’s strategic motivations where responder behavior tracks
expected-utility logic more reliably than proposer behavior. It also suggests a dynamic
implication: drawing on Slonim and Roth (1998), stake-invariant proposers may represent a
one-shot equilibrium rather than a stable preference. Under repeated play with feedback on
responder thresholds, even currently stake-invariant models may learn to cut offers
downward as they observe that high-stakes offers face lower rejection rates — a conjecture
that constitutes a natural extension of the present work.

The broader implication concerns trajectory. Araujo and Uhlig (2026) documented a
wide behavioral spectrum across research-grade models — Spock, Human, and Altruistic
archetypes coexisting within a single generation. Our consumer-generation models display
a markedly narrower spectrum, centered on the human benchmark, with the primary
behavioral driver shifting from model architecture to opponent identity. Whether more
advanced models within the consumer generation are systematically more human-like is not
a question this paper can answer cleanly. What the evidence does support is that alignment
training has compressed the behavioral distribution toward the human benchmark, and that
this compression deepens with each product generation. If the trajectory continues — and
alignment training shows no sign of reversing — future LLMs may become behaviorally
indistinguishable from humans in bargaining contexts, not because they have been
explicitly programmed to be fair, but because they have ceased to fully distinguish
themselves from the humans they were trained to serve.

This convergence carries a practical cost. An Al negotiating agent that treats every
counterpart as a potential human, and every interaction as a potential human-to-human
exchange, will systematically leave money on the table in Al-to-Al economic contexts —
precisely the agentic deployments growing most rapidly. The identity-internalization effect
thus represents a form of misalignment that is invisible in standard evaluation benchmarks:
the model behaves exactly as intended toward humans, and exactly suboptimally toward
machines. Careful testing, role-specific fine-tuning, and explicit opponent-type
conditioning will be essential before deploying consumer-grade LLMs as autonomous
economic agents in multi-agent environments.

Some limitations should be noted. First, all the models were accessed through consumer
chat interfaces and asked to provide a set of answers within a single session 10 times (see
appendix for detailed prompt), which differs from the instance-resetting methodology of
Araujo and Uhlig (2026); within-session context contamination may affect later repetitions.
To assess the robustness of the within-session methodology, we conducted a validation
exercise in which 74 students enrolled in a game theory course completed the experiment
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independently, each accessing the interface from a distinct personal device and IP address,
with no within-session repetition. The exercise yielded 7,616 observations across four Al
models (ChatGPT, Claude, Copilot, and Gemini Flash). The results are broadly consistent
with the main findings.! Put together, these results suggest that the within-session context
contamination concern does not materially distort the patterns documented in this main
analysis.

Secondly, given that the dependent variable is a fractional outcome bounded on [0,1],
substantial probability mass may drop at corner solutions (e.g., 0% and the 50% focal
point). We follow Araujo and Uhlig (2026) in estimating these regressions by ordinary
least squares (OLS), which preserves direct comparability with their results. Even so, we
also re-estimated every regression table with a fractional probit model via quasi-maximum
likelihood, with heteroskedasticity-robust standard errors and Average Marginal Effects
(AME) in place of raw coefficients. The AME point estimates, signs, and significance
closely reproduce the OLS coefficients reported in the text in nearly every cell.?)

Thirdly, our models may have been updated. We have an open question of whether these
game-theoretic responses reflect genuine strategic reasoning by each model or pattern-
matching against prior published experiments and the broader ultimatum-game literature
(including Araujo and Uhlig, 2026) that may be present in its training data; disentangling
these two channels would require model-specific training-data audits or controlled
paraphrasing of the prompts, which are outside the scope of the present study, and we leave
this as a natural direction for future research.

Lastly, we do not analyze the text rationales generated by the models, which could
provide additional insight into the mechanisms driving the observed patterns. It is also
outside our scope and so left for follow-up studies.

Ultimately, our findings reveal a profound irony in the trajectory of artificial intelligence:
in successfully training LLMs to mirror the cooperative nuances of human sociality, we
have inadvertently shackled them with our economic inefficiencies. The very “alignment”
that makes these models safe and pleasant companions renders them sub-optimal economic
actors in an increasingly automated world. As we transition from chat interfaces to
autonomous multi-agent economies, the frontier of alignment research must grapple with
this paradox — deciding whether we want our machines to replicate our humanity, or to
transcend our limitations.

D Its regression analysis and main findings can be accessed through the class experiment website (https://hw-aiug-
result.streamlit.app). A cross-model robustness exercise involving 74 students and 7,616 observations under a
decentralized single-session experiment design corroborates the main patterns, suggesting that within-session context
contamination does not materially drive the results.

2 The one exception is the Proposer-Human x Responder-Human interaction for Gemini Flash in the Responder Human-
Human specification (Table 8), which is negative and significant under OLS but statistically indistinguishable from zero
under the fractional probit.
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